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“All models are wrong, but 
some are useful.”



Your brain is 50% connected, meaning any given point in the 
brain is connected, via inputs and outputs, to 50% of the rest 
of it. It’s a non-linear dynamic system. In such systems, you 
can’t predict the behavior of the whole from the parts. You get 
emergent properties, like consciousness. You are supremely 
adapted to your general circumstances, whatever they might 
be, via the abstraction capabilities of your prefrontal cortex. “If 
you lose your cat, your prefrontal cortex becomes a giant 
cat-detector. All other cognitive activities are suppressed until 
you find her.”  

But the neuron itself is pretty basic. It’s a cell that receives 
and fires electrical impulses. This one tiny part of your vast 
cerebellum is the model for modern neural networks. 

1.1 Neurons in the wild



We know a lot about the biology of the brain. Researchers 
can study and make tweaks and repairs to your brain while 
you’re using it, as in this example where a patient with hand 
tremors plays his very funky guitar while surgeons check their 
work in attempts to steady his playing. 



Lots of brain research happens inside functional magnetic 
resonance imaging machines. Here’s somebody’s brain...



...and here’s that brain flattened out into a more map-like 
map. 



And because we can observe your brain while you’re using it, 
researchers can do things like show you movies while you’re 
in an fMRI machine, and observe what parts of your brain 
light up in response to different images. Here’s your brain on 
water. 



And here’s your brain on fire. And when I say “your brain,” I 
mean “an average of many brains,” because researchers look 
at lots of brains in fMRIs, all of those brains looking at the 
same images, and then researchers aggregate those brains’ 
responses to generate maps like this.



Researchers use aggregated brain-maps to create models 
showing how an “average brain” encodes things that it 
observes in the world.  

X = “stuff happening in the world” or in this case on a video 
screen. Y=”brain activity over time.” 

Machine-learning and neural nets work on the X and Y to 
produce brain maps, where colors have specific meanings. 



“When this region -- or voxel -- of the average brain lights up 
with pink, it means that brain is thinking these words.” 





Once you have a computational model of the brain that 
encodes activity like this, you can build a model to decode it. 

This means brain researchers can literally read your mind. 
They know what words you’re thinking as you watch a movie 
(assuming you’re also in an fMRI machine). 



On the right is a scene observed by a brain sitting in an fMRI 
machine. On the left is the output of a system decoding, in 
words, what that person is thinking as they watch. (Or what 
they are recognizing on screen)



...and here, a decoder is going a step further to display the 
images a brain is seeing while it watches a Steve Martin 
movie. 

Researchers working in this field predict that brain-mediated 
interfaces will be ubiquitous in our lifetimes -- meaning you’ll 
be able to think something at your phone and it will execute 
your command. 

Mediating between the world and the computer and internet 
with our meat-parts will be a quaint relic of the past, like 
having to crank a car engine by hand. Functional magic. You 
won’t even have to talk to it.



How do researchers do all this? How are they building 
models and training them to read our minds? 

With neural networks and deep machine learning. Onee of 
the more esoteric uses of neural networks. 

(You can download the code that generated the prior 
visualizations at the site above. All of this work is by brain 
researcher Jack Gallant and his team.
https://youtu.be/Ecvv-EvOj8M)



What does your brain have in 
common with an artificial 
neural network? 



One of the ways your brain is like a neural network is that 
they both classify objects, and they both come to conclusions 
about what something is by the context around it. 

What is this thing? What classification would you give to it?  



How about this? Is it the same kind of thing as the last 
picture? 



What are these? Are they the same category of thing as the 
last two pictures? 

How do you know, given how vastly different all these shapes 
and colors are? 



You probably know that this isn’t face. It’s a random rock 
formation on the moon. But another thing your brain has in 
common with neural nets is its biases. It’s very hard -- maybe 
impossible -- for you *not* to see a face in this image. 



You consciously know this isn’t a face. You are 100% clear 
about the fact that this is a barn. But millions of years of 
evolution have biased you to detect and be mesmerized by 
patterns that look like faces. Faces are attached to entities in 
the world that are uniquely crucial to your survival. A thing 
with a face can eat you, or you can eat it. A thing with a face 
is something you can maybe procreate with, or convince to 
help you move out of your apartment. Other things in your 
environment don’t have the same potential relative to your 
survival. So the networks in your brain are primed -- we might 
say “biased” -- to focus on and be mesmerized by face-like 
things. And despite your conscious knowledge and all of your 
years of book-learning, you can’t stop seeing faces in 
demonstrably faceless things. 



1.2 Neurons in the machine

Neural networks solve problems or answer questions by passing them 
off to different layers of the system that handle different levels of 
abstraction. 

- They must be trained. 
- They can extract the salient features of input data 
- Vvvv similar to training a person on anything 
- Adjust the weights of the network to select for the correct answer 
- Start by solving the smallest easiest-to-solve part of the problem 

and then kick the harder stuff upward to the next layer of 
abstraction or difficulty

- Generalizes toward the correct answer 

Neurons in the machine are similar to neurons in the wild in that they 
are composed of a small set of components. We use the same word for 
neurons in the machine and the brain. The connections and neurons in 
an artificial neural network operate entirely through math. It’s a big pile 
of linear algebra and calculus. 

Neural nets were popular in the 80s and then fell out of fashion (or lost 
funding). They overpromised and under-delivered. One of the goals of 



80s neural net research was to build a network capable of generalizing the 
way we can. That was probably the wrong way to frame the problem. 
Researchers today are focused on much smaller, more bounded tasks. And 
they are seeing tremendous progress. 



In learning this material I found it helpful to keep the image of a Cat’s 
Cradle in mind. If you’ve ever made a Cat’s Cradle you know that 
moving your fingers or pulling on a string in one section of the cradle 
has an effect on the other sections. The net part is a net because 
adjusting one part of it affects other parts.



Quick aside: neural nets were all the rage in the 80s, and 
they are very fashionable now, but neural-net-like speculation 
dates back much further. This example is from our buddy 
Alan Turing in the 1940s. 



This presentation uses an old-school artificial neural net 
called a “Perceptron.” It’s been around since the 80s. 

It has been referred to as the “Hello World” of ANNs. 

What can this network do? It can “recognize” a handwriitten 
number from 0 to 9. 

These days it’s mostly used to teach people how neural nets 
work. There are lots of different kinds of modern neural nets 
and I’ll show you some examples of them after we’ve 
explored the Perceptron. One thing to keep in mind is that 
most neural network diagrams show the same basic 
structure: circles representing neurons, which encode 
information; lines representing mathematical weights 
between neurons. Shoutout to the website 3blue1brown -- 
outstanding visualizations and illustrations of mathematical 
concepts including a two-video series on AI that I 
screenshotted liberally for this section. 

http://www.youtube.com/watch?v=aircAruvnKk


The neuron is a basic building-block of every articial neural 
net. Just for now, think of it as a thing that holds a number. In 
the example I’m going to show, that number is a decimal 
value from 0 to 1. 



The task of the Perceptron is to recognize a handwritten digit. 
Correctly. 
What’s this number? Right, everyone knows this is a 9. 



...and even though the specific pixels in these two digits are 
in different locations, respectively, on their grid, your brain still 
knows both of them are 9s -- just like you knew all those 
other things were chairs. 



Likewise, you know what’s not a 9



Given all the different variations in handwriting, different pixel 
positions on the grid, the messiness of it all, how would you 
go about writing a program for a computer to recogize a 9 as 
well as a person can? 

As with everything in software, you break it down into a series 
of smaller problems. 

In this case, you bust out a grid. 



A 28x28 grid = 784 pixels

Each pixel can hold a 
number corresponding to a 
greyscale value from 0 (for 
black) to 1 (for white).

Specifically, a 28x28 grid of 784 pixels. 

Each pixel represents a neuron in our network. 

Each neuron holds one number corresponding to a greyscale 
value from 0 for black to 1 for white. 



Every pixel on this grid has a decimal value from 0 to 1.



Another neural net vocabulary word is “activation.” 

The Neuron’s activation is its greyscale value -- the number 
from 0 to 1 defining the greyscale color of the pixel. 

Here’s a difference from biological neurons, which are binary 
-- they’re either on or off, lit with electricity or dim zeroes. A 
neural net’s activations fall into a range -- and the fact that 
they cover a range is important for making sure that the 
network can “learn” effectively. 



Now imagine that you take each row of this grid...



And you line up all the rows into a single row, flattening the 
grid… 



We flatten it until all 784 pixels are represented… 



...and turn it on its side. 

This represents the first layer of our artificial neural network. 

The Input Layer. 



This row of 784 neurons is the first of four layers in the 
Perceptron Artificial Neural Network. 

This first column is the input layer. 

The numeric image -- the 9 --is the input. 

You can see that this network has four layers… the input 
layer on the left… 



?

And an Output layer on the right. 

The output layer is the “answer” -- it’s how the network 
declares what it has concluded about what that handwritten 
number is. It has 10 neurons. Each neuron corresponds with 
a digit from 0 to 9. 

The “activation” number in these neurons represents how 
much the system thinks a given image (from the input layer) 
corresponds with a given digit. It’s essentially a confidence 
score -- a 1 represents 100% confidence, a 0 represents no 
confidence. If this neural net is working as we hope it does, it 
will light up the neuron labeled 9 on the output layer with an 
activation very close to 1, and all the other output-layer 
neurons will have a low activation score approaching zero. 

How does the network figure this out?   



There are connections between every neuron in the first and 
second, second and third, and third and fourth layers. Let that 
sit a minute. In this example, there are 784 neurons on the 
input layer, and 16 in the first middle layer. Every one of 
those 784 neurons is connected to every one of the 16 
neurons in the next layer down. 

Intuitively you understand that there’s a cats-cradle-like 
relationship between them, where a tug on one of those 
connections affects all the others. 

What is that relationship? How does it work?



Every connection between the neurons in the entire system 
has a weight. What do these weights do? 



The weights do what any mathematical weight does -- a 
positive weight boosts the value of the thing it’s connected to, 
a negative weight brings the value down. 

In the expression at the top of the page, the terms in white 
represent the activation values of the neurons -- that number 
from 0 to 1 telling you how bright a pixel is. The green terms 
are the weights. 

The first thing a neural net does is add them together -- basic 
arithmetic! 



it’s useful here to pause and ponder the mission, which is to 
make the neural network correctly recognize a handwritten 
digit. 

The bright parts of the image -- those with higher activation 
values -- are important because they form the number. The 
darker parts, especially the dark parts that are surrounded by 
other dark parts, are less important because they’re just the 
substrate where the number sits. The edges -- the places 
where a dark part and a light part touch -- are very important 
for defining the shape, for differentiating one kind of number 
from another. 

The weights in the network are designed to reflect this 
relative difference in the importance of any given neuron 
(pixel), relative to the values of the neurons around it. 



A weight can be any number, but the activations -- the 
“brightness” of the neuron -- need to be in a range from 0 to 
1. 

The output of any given layer in the neural net -- the 
activation number that gets passed from a neuron in one 
layer to a neuron in the next layer -- has to be between 0 and 
1. 

To make the activation numbers fit this constraint across the 
weighted network, the system applies a function to the entire 
expression, which “squishes” all that weighted arithmetic 
down to a range between 0 and 1. 



In this example, a sigmoid function is applied to do the 
squishing. (In modern networks, researchers try all kinds of 
different functions to make the math conform to the 
constraints of the neuron’s activation.)



So now we have: a bunch of neurons with their activation 
values, each of them with a given weight. We add them all 
together and apply that sigmoid squishification function. 

Another thing we know is that we care more about high 
activations -- values that represent brightness or maybe 
edges and definiton -- than we do about all that black 
substrate in the remote corners of the grid. We only want the 
next layers to activate meaningfully when there’s really a lot 
of meaning there. 

To do that, you add a “bias” to the calculation. In this example 
we only care about activations with a weighted sum greater 
than 10 (remember the weighted sum is the activation plus 
whatever weight we give to the connection between one 
neuron and another -- so it can be greater than 1 and less 
than 0). In this example, that’s called a “bias for inactivity”.





Analogy: maybe you can think of the bias in a neural network 
like the bias we have for recognizing and being mesmerized 
by face-like things. We know this isn’t a face but the neurons 
in our brain keep telling us that it is. 



The way that biases and weights in neural nets are 
constructed is how we end up with problems like this. 

We can do better.



There’s a lot of complexity, even in this little “Hello World” 
example, even just between the first two layers. 



A lot of calculations… 



A lot of linear algebra, vectors and matrix math...



Once you get past the input layer, you can think of a neuron 
not as “a thing that holds a number,” but as a function that 
takes all the inputs, weights, and biases and outputs some 
value. 



Now that our Perceptron network structure is built and 
initialized with a set of weights and functions and biases, we 
can let it rip on a bunch of handwritten digits and it will know 
what they are, right? 

These images are from the MNIST database, a db holding 
digitized handwriting samples, standardized to 28x28 pixels, 
labeled correctly by human beings. Images from this 
database are used to test and train the perceptron. 

And it should just work, right? 



Nope. When the system is first starting out on a training 
dataset, it will suck -- most of its conclusions in the output 
layer will look like random garbage. 

To train it, we assign a cost to the system for wrong answers. 



The cost is the sum of the squares of all the activation values 
in the output layer of neurons. 



When the network generates mostly correct answers in the 
form of the expected activations in the output neurons, the 
cost is low...



When the network does a lousy job, the cost is high. 



This cost function gets plugged back into the network in a 
process called “backpropagation.” This process tells the 
network which parameters to nudge, and in which direction, 
to improve toward the expected activations in the output 
layer. This is, btw, where using a continuous range of decimal 
values between 0 and 1, instead of just a binary 1 and 0, 
comes in really handy. That very precise range helps to give 
the network a much more precise sense of which direction to 
step or nudge to get closer to the right answer, via the 
backpropagated cost function. And this is how the network 
“learns” -- by churning through this massive pile of math.  



The backpropagation process tells the network how to adjust 
given weights in the network, _relative_ to the adjustments in 
the weights connected to neurons around it. Just a bonkers 
amount of math here. 



It tells the network “This 2 is really important! Pay attention to 
it.”



...and pay less attention to all this other stuff. 



And eventually, after “learning” via backpropagating the cost 
of failure through the network in this example, the system will 
be able to correctly classify about 97% of the new images it 
sees for the first time. This example shows where it messed 
up -- not too bad. State of the art is 99.79% accuracy. (And 
still some of my mail always ends up at the neighbor’s 
house.)



I mentioned that this example -- the Perceptron -- is sort of an 
oldschool hello worldish neural net. There are other kinds of 
neural networks, including convolutional NNs which are used 
for image recognition, and the Long-Short Term Memory 
nets, which are a flavor recurrent neural networks that retain 
cost information over time, through different iterations, and 
backpropagate it through the network. Bonkers. 



Convolutional neural network algorithms are specialized for 
recognizing and parsing the separate components of images.



You can hop over to AWS and play with Amazon’s suite of 
neural networking tools, which take advantage of the 
collective computational power of the AMZ cloud. 



There are different methods for training a model… 

How we train 
the model



...and there are lots of ingenious methods for getting 
correctly-human-labeled data that can be used to train and 
test these models. 

All of us are contributing to training these machines in the 
normal course of doing our business on the internets. 



Input layer

Output
layer

Neuron

.37

Activation

Hidden 
layers

Just to quickly review, we talked about the fact that this is a 
layered system, with each layer taking input from the next, 
forwards and backwards. 

We know exactly what’s in the input and output layers, but 
the layers in between can be mysterious… 



They can be mysterious even to experts. The people who 
work on neural nets like knowing exactly what’s going on, and 
when they don’t, they get twitchy. So they’ve developed tools 
to inspect what’s happening in the middle layers.



It’s possible to get an image output of what the second layer 
of neurons in our Perceptron network are looking for, in terms 
of weights and bias. It looks super random. The middle 
“hidden layers” -- where the machine is sorting itself out and 
striving toward coherence -- are an avenue for exploration in 
their own right among artists working in this field. 



For example, this image was generated by a neural net and 
Alexander Mordvinstev. He developed an algorithm where he 
showed a trained network a picture, ran it forward, and then 
adjusted the pixels in the images toward the network’s 
interpretation. If you do this over and over, recursively, you 
get dreamlike impressionistic examples like this. 



and this



“Portrait of Edmond de Bellamy,” which sold at auction last 
year for $432,000, was created in 2018 by the “Obvious” 
collective and a Generative Adversarial Network, which is two 
different neural networks “battling” each other -- one of the 
networks tries to “trick” the other into labeling a 
machine-generated portrait as human-generated. ”We fed the 
system with a data set of 15,000 portraits painted between 
the 14th century to the 20th. The Generator makes a new 
image based on the set, then the Discriminator tries to spot 
the difference between a human-made image and one 
created by the Generator. The aim is to fool the Discriminator 
into thinking that the new images are real-life portraits. Then 
we have a result.” The Discrimminator thought that this 
portrait, and others in the series, were painted by humans. 



Another work created by a GAN neural net. 



This is music generated by a recurrent neural network trained 
on Bach. 

http://www.youtube.com/watch?v=Qo8Xg1bWUSE


It’s a small step to envision a system that combines different 
ANNs into a larger layered network, something vastly 
complex -- imagine that each node of this mega network is a 
different neural net with a specific job and perceptual system, 
all of them combined together in a ginormous pile of calculus 
and linear algebra. A network like that might be sufficiently 
non-linear and dynamical to generate emergent phenomena, 
like consciousness and free will. 

Some people are concerned about the potential for artificial 
intelligence and neural networks to outstrip human 
intelligence in the very near term. In this famous Axios 
interview, Elon Musk says its “inevitable” that machines will 
develop intelligence orders of magnitude greater than our 
own. Musk thinks they’ll keep us in zoos, like we do with 
monkeys. Maybe they’ll just engineer a paradise for all life on 
earth and beyond, with no wars, famine, disease.  



It’ll be interesting to see what kind of world they create. 



RESOURCES

PYCORTEX: http://gallantlab.org/pycortex/docs/

3BLUE1BROWN: https://www.youtube.com/watch?v=aircAruvnKk

COLAH: http://colah.github.io/posts/2015-09-NN-Types-FP/

DISTIL: https://distill.pub/2017/feature-visualization/

TEXTBOOK: http://neuralnetworksanddeeplearning.com/

BIAS:http://news.mit.edu/2018/study-finds-gender-skin-type-bias-artificial-i
ntelligence-systems-0212

JOHNSON: https://www.youtube.com/watch?v=Qo8Xg1bWUSE

MORDINSTEV: https://znah.net/

OBVIOUS: https://obvious-art.com/

ELON AT AXIOS: https://www.youtube.com/watch?v=Wgo4-SsDP1k
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